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Chapter 3

Descriptions in di�erent languages

3.1 Introduction

Do speakers of di�erent languages di�er in how they describe the same images? This chapter
compares image description datasets across three di�erent languages: US English, Dutch, and
German. I show that Dutch and German speakers generally exhibit the same behavior as their
American counterparts, but that they also bring their own world knowledge to bear on the
image description task. This entails that one cannot simply translate image description data
from one language to another, because the translated descriptions may not be suitable for the
target audience. No matter how similar two languages or cultures are, we will always need
some form of background knowledge to tailor the descriptions to the situation.

3.1.1 Contents of this chapter

This chapter makes three contributions. First, I provide an overview of image descriptions
in di�erent languages, and argue that these datasets are useful to compare image description
behavior across di�erent languages (§3.2), but that most existing datasets have only been used
to train image description systems, and cross-linguistic comparisons have not (or at least: not
systematically) been carried out (§3.3).

Second, I present a Dutch image description corpus for the validation and test images of the
Flickr30K dataset (§3.4). This serves two purposes: to show how to collect image descriptions
in languages other than English, and to obtain descriptions that we can compare with English
and German image descriptions.

Third, I compare Dutch, English, and German descriptions and show di�erences and
similarities in how speakers of di�erent languages describe the same images (§3.5). Following
this comparison, I look at the amount of variation between descriptions for the same images.
This variation has been argued to be due to the content of the images, and Jas and Parikh
(2015) refer to this idea as image specificity. I show that image specificity is only moderately
correlated between Dutch, English, and German (§3.6).

3.1.2 Publications

This chapter was edited from the following publications:

Emiel van Miltenburg, Desmond Elliott, and Piek Vossen. 2017. Cross-linguistic di�erences and
similarities in image descriptions. In Proceedings of the 10th International Conference on Natural
Language Generation. Association for Computational Linguistics, Santiago de Compostela, Spain,
pages 21–30

Emiel van Miltenburg, Ákos Kádar, Ruud Koolen, and Emiel Krahmer. 2018a. DIDEC: The Dutch Image
Description and Eye-tracking Corpus. In Proceedings of COLING 2018, the 27th International
Conference on Computational Linguistics. Resource available at https://didec.uvt.nl
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52 Chapter 3 Descriptions in di�erent languages

3.2 Going multilingual

So far, we have only looked at English image descriptions. These are enough to train an
automatic image description system, and to start exploring the linguistic properties of image
descriptions. But if we were to collect descriptions for the same images in other languages
as well, we would be able to find out whether there are any di�erences in how speakers of
di�erent languages describe images. The extent to which there are any di�erences informs
us about the influence of language and background knowledge on the image description
process. Similarities tell us which entities, objects, or properties are generally or perhaps even
universally relevant to mention.

There would also be technological benefits to having image descriptions in other languages,
beyond being able to train image description systems. Elliott et al. (2016) note how the avail-
ability of multilingual multimodal data opens up new avenues of research, such as multimodal
machine translation (generating translations in a multimodal context) or multilingual image re-
trieval. Luckily, we do not have to speculate about the possibility of having image descriptions
in other languages, as researchers have recently started to collect them. Recent years have
seen a growing body of image descriptions collected for several di�erent languages. Table 3.1
provides an overview of the di�erent datasets that are available. We can distinguish two kinds
of datasets: translations of the original source, and independently collected descriptions. The
advantage of the former is that the descriptions are perfectly aligned. The advantage of the
latter is that the descriptions are not influenced in any way by the original English descriptions.

Language Source T I Citation

Chinese Flickr8K ≥ ≥ Li et al. 2016b
Chinese MS COCO* ≥ ≥ Li et al. 2018
Czech Flickr30K ≥ Barrault et al. 2018
Dutch Flickr30K* ≥ van Miltenburg et al. 2017
Dutch MS COCO* ≥ van Miltenburg et al. 2018a
French MS COCO* ≥ Rajendran et al. 2016
French Flickr30K ≥ Elliott et al. 2017
German MS COCO* ≥ Rajendran et al. 2016
German MS COCO* ≥ Hitschler et al. 2016
German Flickr30K ≥ ≥ Elliott et al. 2016
German IAPR-TC12 ≥ Grubinger et al. 2006
Japanese UIUC Pascal ≥ Funaki and Nakayama 2015
Japanese MS COCO* ≥ Miyazaki and Shimizu 2016
Japanese MS COCO ≥ Yoshikawa et al. 2017
Spanish IAPR-TC12 ≥ Grubinger et al. 2006
Turkish Flickr8K ≥ Unal et al. 2016

Table 3.1 Image description datasets available in languages other than English, with an indication of
their source, and whether the descriptions were Translated or Independently collected. Asterisks indicate
that the data is a subset of the original dataset. Flickr8K is the predecessor of Flickr30K, see Hodosh
et al. 2013.

It is an open question how much speakers of di�erent languages di�er in their descrip-
tions of the same images. Therefore, we will look at independently collected descriptions in
three di�erent languages (Dutch, English, and German), and compare them in terms of the
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phenomena discussed in the previous chapter: the use of negations, racial/ethnic marking,
and the presence of unwarranted inferences. I will also highlight the role of familiarity in the
generation of image descriptions.

3.3 Uses of image descriptions in other languages

Work on image description in other languages generally focuses on system performance rather
than cross-linguistic di�erences (Elliott et al., 2015; Li et al., 2016b; Miyazaki and Shimizu,
2016). Thus far, any di�erences have only been anecdotally described.

Li et al. (2016b) collected Chinese descriptions of images in the Flickr8K corpus Hodosh
et al. (2013). They highlight the di�erences between Chinese and English descriptions using a
picture of a woman taking a photograph. The English annotators describe the woman as Asian,
whereas Chinese annotators describe her as middle-aged. The authors note that “Asian faces
are probably too common to be visually salient from a Chinese point of view.”

Miyazaki and Shimizu (2016) collected Japanese descriptions for a subset of the MS
COCO dataset, which mostly contains pictures taken in (or by people from) Europe and the
United States Lin et al. (2014). They note that in their pilot phase, the images appeared “exotic”
to Japanese crowd workers, who would frequently use adjectives like foreign and overseas.
The authors actively tried to combat this by modifying their guidelines to explicitly prevent
crowd workers using these phrases, but the observation remains that perspective can strongly
influence the nature of the descriptions.

3.4 Collecting Dutch image descriptions

Prior to this research, there was no dataset of described images for Dutch. We decided to collect
Dutch descriptions to lay the foundations for the development of a Dutch image description
system. This also allows us to compare Dutch, English, and German image descriptions. We
used Crowdflower to annotate 2,014 images from the validation and test splits of the Flickr30K
corpus with five Dutch descriptions.

Following other work, our goal is to create a comparable corpus of image descriptions,
using the images as pivots. This requires us to stay as close to the original task setup as
possible, thus fixing the e�ect of Task Design factor. We base our task on the template used
by Hodosh et al. (2013) to collect English descriptions, and by Elliott et al. (2016) for German
descriptions. In this design, images are annotated in batches of five images. The task for our
participants is to describe each of those images “in one complete, but simple sentence.” Before
starting on the task, we ask participants to read the guidelines, and to study a picture with
example descriptions ranging from very good to very bad. We include the instructions for our
task in Appendix B.

Participants. Crowdflower does not o�er the option to select Dutch participants based on
their native language. Instead, we restricted our task to level 2 (experienced and reasonably ac-
curate) workers in the Netherlands. We had to continuously monitor the task for ungrammatical
descriptions in order to stop contributors from submitting low-quality responses.

Other settings. Following Elliott et al. (2016), we set a reward for $0.25 per completed
task (or $0.05 per image), and required participants to spend at least 90 seconds on each task,
resulting in a theoretical maximum wage of $10 per hour. We initially limited the number
of judgments to 250 descriptions per participant, but due to the small size of the crowd we
increased this limit to 500.
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Results. A total of 72 participants provided 10,070 valid descriptions in 116 days, at a cost
of $821.40. We were surprised by the number of participants who presumably used Google
Translate to submit their responses. These are identifiable through their ungrammaticality,
usually due to incorrectly inflected verbs. An example is given in (22), with a literal translation
and original English description (verified using Google Translate).

(22) Response generated with Google Translate.

a. *Een paar kussen (Description)
A couple of kisses (Translation)
A couple kisses (Original)

b. *Mensen het kopen van vis (Description)
People the buying of fish (Translation)
People buying fish (Original)

Altogether, we had to remove 60 participants due to either submitting ungrammatical
responses (60%), Lorum Ipsum text (12%), random combinations of characters (9%), non-
Dutch responses (6%), or otherwise low-quality responses (13%).

We conclude that crowdsourcing is a feasible way to collect Dutch data, but it may still
be faster to collect image descriptions in the lab (in terms of time to collect the data, not
counting the time spent as an experimenter overseeing the task). For large-scale datasets, such
as Flickr30K or MS COCO, the Dutch crowdsourcing population seems to be too small to
collect descriptions for all the images in a reasonable amount of time. This is a problem; with
the current data-hungry technology, low-resource languages and languages with smaller pools
of crowd workers are in danger of being left behind. For example, Sprugnoli et al. (2016) note
that for Flemish, an example of a small-pool language, they “were not able to get a su�cient
response from the crowd to complete the o�ered transcription tasks.”

3.5 Comparing Dutch, German, and English

3.5.1 General statistics

Table 3.2 shows the mean sentence length (in tokens and words) for the three languages. The
English descriptions are the longest, followed by the Dutch and the German ones. However,
German has the longest average word length (5.25 characters per word), followed by Dutch
(4.62) and English (4.12). This di�erence seems due to German and Dutch compounding,
which is in line with the number of word types: German has 31% more types than English
(5709 versus 4355). Dutch has 19% more (5193).

Tokens � Words �

Dutch 11.14 4.5 10.32 4.3
English 13.60 5.6 12.48 5.3
German 9.76 4.2 8.81 3.9

Table 3.2 Mean sentence length across languages.
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3.5.2 Definiteness

The five most frequent bigrams that start a description (showing the typical subjects of the
images) are given in Table 3.3. The majority starts with an indefinite article, which is in line
with the familiarity theory of definiteness: the function of definite articles is to refer to familiar
referents, whereas indefinite articles are used for unfamiliar referents (Christophersen, 1939;
Heim, 1982). The distribution of (in)definite articles follows from the fact that the participants
have never seen the images before, nor any context for the image in which the referents could
be introduced. A corollary is that systems trained on this data are more likely to produce
indefinite than definite articles, and need to be told when definites should be used.

Dutch Gloss Count

Een man A man 517
Een vrouw A woman 252
De man The man 105
Een jongen A boy 92
Twee mannen Two men 92

English Count

A man 760
A woman 367
A young 223
A group 211
Two men 127

German Gloss Count

Ein Mann A man 584
Eine Frau A woman 296
Zwei Männer Two men 120
Ein Junge A boy 108
Der Mann The man 93

Table 3.3 Top-5 most frequent bigrams at the start of a sentence, with their English translation.

3.5.3 Replicating findings for negation, ethnicity marking, and stereotyping

The previous chapter discussed the use of negation and ethnicity marking in English image
description datasets. We now attempt to replicate these findings with the Dutch and German
data, starting with the use of negations.

Negations. van Miltenburg et al. (2016a) performed a corpus study to categorize all uses
of (non-a�xal) negations in the Flickr30K corpus. Negations are interesting in descriptions
because they describe images by saying what is not there. Negations may be used because
something in the picture is unexpected, goes against some social norm, or because non-visible
factors are relevant to describe the picture. If annotators consistently use negations, this can
be seen as evidence that the negated information is part of their shared background knowledge
and is a strong requirement for producing human-like descriptions. We readily found examples
of negations in both the Dutch and the German data. Some examples are given in (23) and
(24), respectively.

(23) Examples from the Dutch descriptions
a. De kinderen dragen geen kleding.

‘The kids are not wearing any clothing.’
b. Vrouw snijdt broodje zonder te kijken(!)

‘Woman slices a bun without looking(!)’

(24) Examples from the German descriptions
a. Zwei Buben ohne T-Shirt setzen auf der Straße.

‘Two boys without T-shirt sitting on the street.’
b. Eine Ansammlung von Menschen [. . . ] schaut auf ein Ereignis, das nicht im Bild ist.

‘A crowd of people is watching an event not shown in the picture.’
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In total, we found 11 Dutch and 20 German descriptions containing explicit negations
in the corpus, while van Miltenburg et al. (2016a) found 27 in English for the same images
(excluding false positives). This confirms that workers in di�erent languages mark negations
at approximately the same rate, given a sample size of 5,070 sentences. We found almost
no images that consistently attracted the use of negations in all three languages: we found
only four examples of co-occurring negation between languages.1 One image is described by
speakers of all three languages using a negation (a man with two prosthetic legs, described
as having no legs), and there are three other images (all of shirtless individuals) where both
English and German workers use negations.

Racial and ethnic marking. van Miltenburg (2016) found that the descriptions in the
Flickr30K data have a skewed distribution of racial and ethnic markers: annotators used
terms like Asian or black much more often than white or caucasian. If we find the same
disproportionate use of ethnicity markers in Dutch and German, then we can conclude that
this is not a quirk in the English data, but a systematic cultural bias.2

Indeed, we did find that non-white people were often marked with adjectives such as
black, dark-skinned, Asian, Chinese. In Dutch and German, white people were only marked to
indicate a contrast between them and someone of a di�erent ethnicity in the same image. The
English data contains five exceptions to this rule, where white individuals were marked without
any people of another ethnicity being present in the image. We do have to note, however, that
there are other ways to indirectly mark someone as white, e.g. using adjectives like blonde or
brunette.

Dutch German

English

17 18
12

11
35

33

15

Figure 3.1 Venn diagram of ethnicity markers by Dutch, English, and German workers. Counts corre-
spond to images.

Figure 3.1 shows a Venn-diagram of the use of race/ethnicity markers in Dutch, English,
and German. We observe that English and German workers use these markers slightly more
often than Dutch workers, but our sample size is not large enough to find any significant
di�erences. Instead, we are interested to know what these groups have in common: what
drives people to mention racial or ethnic features?

There are several reasons why people may mark race/ethnicity in their descriptions. One
common theme is that annotators mark images where the people are dressed in traditional
outfits. Examples include traditional dancers from South-East Asia, and Scotsmen wearing
kilts. These items of clothing are meant to signal being part of a group, and the annotators
picked up on this.

The distribution of the labels may be explained in terms of markedness (Jakobson, 1972)
and reporting bias (Misra et al., 2016). In this explanation, white is seen as the unmarked

1We define ‘co-occurrence between languages’ as ‘having at least one description for each language that shows
the relevant phenomenon.’

2This bias is the same as what Beukeboom (2014) calls ‘linguistic bias’. We followed this convention in the
previous chapter, but feel that ‘cultural’ is more appropriate here, as it reflects the (apparent) shared bias between
Western, majority-White cultures.
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default, as it is the dominant ethnicity in all three countries.3 The marker white is only used to
be consistent in the use of modifiers within the same sentence. This reasoning also explains
the observation by Miyazaki and Shimizu (2016) that Japanese crowd workers often used the
labels foreign and overseas for the MS COCO images.

A final reason for crowd workers to mention ethnicity and skin color may be that the images
are visually less interesting, but the description task still demands that the workers provide a
description. Workers are thus pressured to find something worth mentioning about the image,
because too general descriptions might get their work rejected. This is a general task e�ect
that may have implications beyond racial/ethnic marking.

Speculation. van Miltenburg (2016) also found that that annotators often go beyond the
content of the images in their descriptions, making unwarranted inferences about the pictures.
If we find that Dutch and German crowd workers also make such inferences, we conclude
that image descriptions in all three languages are interpretations of the images that may not
necessarily be true.

We observed unwarranted inferences throughout the Dutch and German data, especially
about women with infants, who were often seen as the mother. Figure 3.2 shows an image
where both Dutch, English, and German workers suggested the woman is the grandmother. In
the most extreme case, two KLM stewards in pantsuits were described by a German worker as
well-dressed Lesben (‘lesbians’). It would be undesirable for a model to associate all unseen
images of air stewards with lesbians. We expect that having multiple descriptions alleviates
this type of extreme example, but there is an open question about how to deal with more
common types of speculation.

Figure 3.2 Picture showing an older woman and a young girl in a kitchen. The older woman in the
picture was often seen as the grandmother. Picture by Ben Hoyt on Flickr.com (all rights reserved).

3.5.4 Familiarity

As the speakers of Dutch, English, and German have di�erent backgrounds, some images may
be more familiar to one group than to the others. Familiarity enables speakers to be more
specific (but doesn’t necessarily cause them to be more specific). We will look at three kinds
of examples (selected after inspecting the full validation set), where di�erences in familiarity

3 The US population is 75% white, according to the 2010 census (Humes et al., 2011). The Dutch and German
census bureaus do not monitor ethnicity, and instead report that 77% of the Dutch population is Dutch/Frisian (Centraal
Bureau voor de Statistiek, 2016) and 80% of the German population is German (Statistisches Bundesamt, 2013).



58 Chapter 3 Descriptions in di�erent languages

lead to di�erences in the description of named entities, objects, and sports. These examples
are illustrative of a larger issue, namely that descriptions in one language may not be adequate
for speakers of another language (even if they were perfectly translated). We discuss this issue
in §3.7.1.

Named entities

The Dutch, English, and German descriptions di�er in their use of place and entity names. We
study two cases: one image that is more likely to be familiar to European workers (German
and Dutch), and one that is more likely to be familiar to US workers (English).

The Tuileries Garden. Figure 3.3 shows a scene from the Tuileries Garden in Paris, a
popular tourist attraction. It may be more likely for a European crowd worker to have visited this
location than for an American crowd worker. Three Dutch people indeed included references to
the actual location in their description. One mentioned the Arc de Triomphe in the background,
one said that this picture is from a square in Paris, and the most specific description (correctly)
identified the location:

(25) Een man zit aan de vijver van het Tuilleries park in Parijs.
‘A man is sitting by the pond of the Tuileries park in Paris.’

Neither the German nor the American workers identified the location or the monuments
by name (though one American worker thought this picture was taken at the Washington
Monument). Instead of mentioning the location, the English and German workers describe the
scene in more general terms. Two examples are given in Example 26.

(26) a. A person in a white sweatshirt is sitting in a chair near a pond and monument.
b. A man in a white hoodie relaxes in a chair by a fountain.

These examples reveal a common strategy to handle unfamiliarity: focus on something
else you do know. This undermines the idea that crowd-sourced descriptions tell us what is
relevant about the picture.

Figure 3.3 This picture was taken at the Tuileries
Garden in Paris, and shows the Luxor Obelisk and
the Arc de Triomphe. Image credit: eltpics (CC
BY-NC) on Flickr.com.

Figure 3.4 This picture shows a man wearing a
Denver Broncos hat and jersey. Picture taken by
Bradley Gordon (CC BY) on Flickr.com.

The Denver Broncos. Figure 3.4 shows a man wearing a Denver Broncos hat and jersey.
The Denver Broncos are an American Football team, which is not so well-known in Europe.
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Two American crowd workers but neither the Dutch nor the German workers identified the
Broncos jersey. Three out of five American workers also described the activity in the image as
tailgating, a typical North-American phenomenon where people gather to enjoy an informal
(often barbecue) meal on the parking lot outside a sports stadium. As this concept is not so
prevalent in Dutch or German culture, there is no Dutch or German word, idiom, or collocation
to describe tailgating. Such ‘untranslatable’ concepts are called lexical gaps (Lehrer, 1970).
The presence of this gap means that the Dutch and German workers can only concretely
describe the image without being able to relate the depicted event to any more abstract concept.

Objects

Familiarity also plays a role in labeling objects. Consider Figure 3.5, which shows (the backside
of) a street organ in a shopping street in the Netherlands. All Dutch workers, as well as two
German workers identified this object as a street organ, whereas the English workers are only
able to provide very general descriptions (Example 27).

Figure 3.5 Picture showing the back of a street organ in the Netherlands. Original by user rgarciasuarez74
on Flickr.com. License unknown.

(27) a. A trailer hitch is holding a large contraption.
b. A yellow truck is standing on a busy street in front of the Swarovski store.
c. A strange looking wood trailer is parked in a street in front of stores.
d. An unusual looking vehicle parked in front of some stores.
e. A trailer drives down a red brick road.

This example illustrates two strategies the crowd may use to provide descriptions for
unfamiliar objects: (1) signal the unfamiliarity of the object using adjectives like strange
and unusual looking. This is similar to the finding by Miyazaki and Shimizu (2016) that the
Japanese crowd made frequent use of terms like foreign and overseas for the Western images
from MS COCO. (2) use a more general cover term, like vehicle. Such terms may have a
higher visual dispersion (Kiela et al., 2014), but they provide a safe back-o� strategy.4,5

4Visual dispersion denotes the amount of di�erences between images corresponding to a particular term. Concrete,
more specific terms tend to have a lower dispersion than abstract, more general terms. For example, the term vehicle
corresponds to a much more diverse set of objects than the term car.

5See Blum and Levenston 1978 for a further discussion of strategies to avoid particular words or concepts.
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Sports

We found that unfamiliarity with di�erent kinds of sports leads to the misclassification of
those sports. We focus on three sports: American Football, Rugby, and Soccer. Looking at
images for these sports, we compared how the three di�erent groups referred to them. We
found that the German and Dutch groups patterned together, deviating from the American
crowd workers.

As expected, the Dutch and German workers make the most mistakes categorizing Ameri-
can Football. For all seven pictures of American Football, there is at least one Dutch annotator
who thinks it’s a game of Rugby. For six of those, at least one German annotator made the same
mistake. By contrast, workers from the US made more mistakes identifying rugby images.
For all three pictures of Rugby, there is at least one American calling it Soccer or Football.
For one of those images, a German annotator thought it was American Football. All Soccer
images were universally recognized as Soccer.

3.5.5 Takeaway

The main takeaway for this section is that the observations from the previous chapter seem to
hold cross-linguistically, or at least for Dutch, English, and German. For all three languages,
we have found that:

1. Participants use negations in their descriptions. This shows that participants in all three
languages reason about the images and whether they conform with their expectations.

2. Participants use racial and ethnic markers in their descriptions. In all three languages,
White is the default, and is not mentioned unless there are any special circumstances.

3. Participants speculate about the images. This shows that in all three languages, participants
actively interpret the images, and use their world knowledge to supplement the information
that can be gleaned from the images.

In the introduction (§1.8), I have outlined di�erent kinds of arguments that one may use
based on corpus evidence. In the previous chapter, I have mainly employed the existence
argument: we may observe these three di�erent phenomena in English image description data.
If we want a full solution to the image description task, then any complete system should be
able to account for these phenomena. The current chapter has added cross-linguistic evidence:
participants in di�erent languages also use these linguistic mechanisms to talk about images.
This shows that it is not just a quirk of English that people use negations in their descriptions,
for example. Rather, speakers of all three languages find negations useful to describe the
images in the Flickr30K dataset.

The introduction also lists systematicity as an argument for the importance of linguistic
phenomena to be captured by any model of image description. Upon further consideration,
there may be two kinds of systematicity: within images and across images. The street organ
example (Figure 3.5) shows the former kind of systematicity, where all Dutch participants
describing this image make reference to the street organ, and all use the same word (draaiorgel),
even though that word is extremely rare in the corpus (it is only used for this image). If the
image description experiment were to be repeated, I expect that all Dutch participants would
again show the same behavior. The latter kind of systematicity (across images) refers to the
same behavior being shown for multiple, similar images. For example, if we were to repeat
the image description experiment with multiple di�erent images of street organs, and we
would again observe that US crowd-workers do not recognize these instruments, while Dutch



3.6 Variation 61

crowd-workers all recognize them and consistently use the same word to refer to them. Finally,
we have seen one example of a systematic trait in Section 3.5.2, with the use of the indefinite
article for entities (usually people) that the crowd-workers have not seen before.

The final kind of argument listed in the introduction is based on frequency: if a particular
linguistic phenomenon occurs often in the data, then it may also be more important for an
image description model to capture that phenomenon. Thus, it seems useful to know how
often the phenomena discussed in this chapter occur. I leave the investigation of this issue for
future research. Finally, the Dutch street organ example is made all the more salient by the fact
that draaiorgel is a rare word. Nevertheless, all the Dutch crowd-workers used it to refer to the
same entity. This strengthens the argument that knowledge of culturally relevant artifacts is an
essential part of the ability to describe images.

3.6 Variation6

The previous chapter looked at variation in the use of entity labels. We will now turn to look at
variation at the sentence level. For this, we will use the concept of image specificity, proposed
by Jas and Parikh (2015). Whenever you ask multiple people to describe the same image,
you rarely get the same description. The authors show that this variation is not consistent:
some images elicit more variation than others. In their terminology: some images are specific,
resulting in little variation in the descriptions, while others are more ambiguous. Jas and
Parikh operationalize this idea by proposing a measure of image specificity, that computes the
average similarity between the descriptions for each image. If the average is high, the image is
said to be specific, and if the average is low, the image is said to be ambiguous.

Jas and Parikh (2015) show that their image specificity metric correlates well with human
specificity ratings collected for the images from the image memorability dataset (Isola et al.,
2011). With a Spearman’s ⇢ of 0.69, their measure is close to human performance (0.72). To
show that specificity is really a property of the image, Jas and Parikh (2015) carry out two
experiments:

1. Replicating an image description task: if we ask another group of people to provide
descriptions for the same set of images, do we then see the same amount of variation for
each image? In their experiment, Jas and Parikh obtained a fairly strong correlation of
0.54 between groups, meaning that the variation did not just arise by chance.

2. A regression analysis: can we predict variation between the image descriptions on the
basis of an image? Jas and Parikh reveal that image specificity can indeed be predicted
from di�erent properties of an image, such as the presence of people and large objects, the
absence of generic buildings or blue skies, and the importance of objects that are visible.
(Importance is calculated based on the number of mentions for certain objects in a set of
image descriptions.)

But if image specificity is indeed a property of the image, we should also be able to correlate
image specificity scores across di�erent languages. We will test this hypothesis for Dutch,
English, and German using existing datasets.

6This section is based on the research originally reported in van Miltenburg et al. 2018a.
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3.6.1 The image specificity metric

Jas and Parikh compute image specificity by taking the average similarity between all de-
scriptions of the same image. The similarity between pairs of sentences is determined using
WordNet Fellbaum (1998):

1. For each word in the first sentence, compute the maximum path similarity between all
possible synsets of that word and all possible synsets of all words in the second sentence.
This is an alignment strategy to find the best matches between both sentences.

2. Repeat the process in the opposite direction: for each word in the second sentence, compute
the maximum path similarity with the words in the first sentence.

3. Compute the average path similarity, weighted by the importance of each word (determined
using TF-IDF on the entire description corpus under consideration).

Using this method, Jas and Parikh (2015) get a correlation of 0.69 with human specificity
ratings, close to the inter-annotator correlation of 0.72. Their conclusion is that this is a reliable
measure to estimate image specificity. One problem with this measure is that it requires a
lexical resource (WordNet) that is not available for every language.7 Since we want to run
the evaluation corpus on the Dutch descriptions, and because the original implementation
is relatively slow and di�cult to modify, we re-implemented Jas and Parikh (2015)’s image
specificity measure. Our reimplementation also achieves a correlation of 0.69 with the human
ratings, and 0.99 with the original implementation.8 Having validated our reimplementation,
we replaced WordNet similarity with cosine similarity, using the GoogleNews word vectors
(Mikolov et al., 2013a). With this modification, we achieve a correlation with human ratings
of 0.71, and a correlation of 0.87 with the original implementation. We also ran the same
measure using the FastText embeddings (Bojanowski et al., 2017), achieving a correlation of
0.69 with the human ratings and 0.86 with the original implementation. This means that the
metric performs on par with Jas and Parikh’s original measure, but captures slightly di�erent
information about the image descriptions.

3.6.2 Correlating image specificity between di�erent languages

We used the embedding-based specificity metric to compare image descriptions in 3 di�erent
languages, using o�-the-shelf embeddings (listed in Table 3.4). We compare English (���)
descriptions from the Flickr30K dataset (Young et al., 2014) with German (���) and Dutch
(���) descriptions for the same dataset (Elliott et al., 2016; van Miltenburg et al., 2017).

Table 3.5 presents the correlations between the scores. Our results show a striking di�erence
between scores computed using word2vec embeddings and those computed using FastText
embeddings. This di�erence seems to be due to poor performance of the German model, as the
correlations between the Dutch and English scores are reasonably similar between word2vec
and FastText (0.36 versus 0.40). The reason for this may be that the word2vec model has
limited coverage, while the FastText model uses subword information to compute vectors for
tokens that are out-of-vocabulary. This is especially important for languages like German,
which uses more compounding and has a richer morphology than English. However, this

7Even though wordnets exist for Dutch (Postma et al., 2016b) and German (Hamp and Feldweg, 1997; Henrich
and Hinrichs, 2010), we did not use them because they have lower coverage, and we do not need to worry about
lemmatization.

8We also found that the WordNet lookup is the main bottleneck, and we can significantly speed up the algorithm
by caching the word-to-word similarities. We used the built-in @lru_cache decorator in Python 3, storing a million
input-output pairs.
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Language Type Source

Dutch word2vec Mandera et al. 2017
English word2vec Mikolov et al. 2013a
German word2vec Müller 2015
All FastText Bojanowski et al. 2017

Table 3.4 Word embeddings used to compute the
image specificity metric.

Comparison Split word2vec FastText

���, ��� val 0.23 0.47
���, ��� val 0.36 0.40
���, ��� val 0.18 0.41
���, ��� train 0.16 0.39

Table 3.5 Spearman correlation between auto-
mated image specificity scores in di�erent lan-
guages, using two sets of word embeddings.

does not explain why the correlations for Dutch (also a morphologically richer language than
English) are relatively constant.

We observe that the scores based on the FastText embeddings have correlations be-
tween 0.39 and 0.47. This means that, to some extent, image specificity is indeed language-
independent. In other words, the data suggests that some images just elicit more varied
responses than others, and it does not matter whether you speak Dutch, English, or German.
However, the explained variance is at most 22% (R2 = 0.472 = 0.2209), so 78% of the
variance is still unaccounted for. There are two ways to interpret this result, either based on
the metric or on the data.

Metric. One could argue that a correlation between 0.39 and 0.47 is already impressive,
given that the image specificity metric does not take compositionality into account; it just
checks the similarity between the words used in the di�erent descriptions, and ignores how
the words are combined. With a metric that better captures the meaning of di�erent sentences,
we would achieve more accurate image specificity scores, which reduces noise and might give
us a better correlation between the di�erent languages.

Data. A di�erent way to interpret the results is that this is as good as it gets, with the data
that we currently have. Some images have a really clear subject, and will have very similar
descriptions. But otherwise, the image description process is random and only somewhat
constrained by the contents of each image. This may be caused by the way the descriptions
were collected. The open-ended image description task is virtually unconstrained and lets
participants do whatever they like. With a more targeted image description task, we may see an
overall rise in image specificity (participants provide more similar descriptions) and a higher
correlation between di�erent languages (the e�ect of the image is stronger, because the noise
resulting from the task is reduced). Alternatively, we might also see that, regardless of the task,
people will still produce very di�erent descriptions because they bring di�erent experience
and background knowledge to bear on the image description task.

Finally, we should note that the reliability of the image specificity metric could improve
if we would have more descriptions per image. Vedantam et al. (2015) show that we could
collect up to 50 descriptions per image and still find novel information about the image.

3.7 Conclusion

This chapter provided an overview of di�erences and similarities between image descriptions
across di�erent languages. I have shown that the phenomena observed in Chapter 2 (stereotyp-
ing, bias, using negations) occur in Dutch and German as well. Furthermore, we have seen
that di�erences in cultural background may influence the descriptions that people produce.
Of course, this is not specific to speakers of di�erent languages; di�erences in background
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knowledge between speakers of the same language should similarly influence the descriptions
that those speakers may produce.

3.7.1 Implications for image description systems

Image specificity

The image specificity results emphasize the fact that image descriptions are very diverse,
although it is not clear what causes this diversity. But also given the other results in this
chapter, we may safely say that we cannot predict on the basis of an image alone how diverse
the descriptions will be. Thus, one interesting avenue of research seems to be to explicitly
model additional sources of variation. Some precedent for this already exists in the work
of Wang et al. (2016), who present an image description model that learns multiple image
description distributions simultaneously. Their model is able to produce multiple descriptions
per image.

Description specificity

In Section 3.5.4 we observed that annotators di�er in the specificity of their descriptions due
to their familiarity with the depicted scenes or objects. One challenge for image description
systems is to find the right level of specificity for their descriptions, despite this variation. Of
course, what is ‘the right level’ also depends on the context in which the description should
be produced. But if a system can identify the exact category of an object, it is probably more
useful to produce e.g. street organ rather than unusual looking vehicle.

Besides familiarity, there are also other factors influencing label specificity. For example,
cultures may have di�erences in their basic level; i.e. how specific speakers are generally
expected to be (Rosch et al., 1976; Matsumoto, 1995). For this reason, dog is a more appropriate
label than a�enpinscher in most situations, even though the latter is more specific. Ideally,
image description systems should recognize when to use a more general term, and when to go
more into detail (Ordonez et al., 2015).

Limitations of translation approaches

One approach to image description in multiple languages is to use a translation system. For
example, Li et al. (2016b) compare two strategies: early versus late translation. Using early
translation, image descriptions are translated to the target language before training an image
description system on the translated descriptions. Using late translation, an image description
system is trained on the original data, and the output is translated. Li et al. (2016b) show that
the former strategy achieves the best result, and argue that it is a promising approach because
it requires no extra manual annotation. Following Li et al., others have used the translation
strategy for Japanese, Turkish, and Italian (Yoshikawa et al., 2017; Samet et al., 2017; Masotti
et al., 2017).

Our observations in Section 3.5.4 show that there are limits to what a translation-based
approach can achieve. While translation provides a strong baseline, it can only capture those
phenomena that are familiar to the crowd providing the descriptions. The street organ example
shows that there exists a ‘knowledge gap’ between Dutch and English. Dutch users would
certainly not be satisfied with street organs being labeled as unusual looking vehicles. If the
translation-based approach is to be successful, future research should find out how to bridge
such gaps.
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So far we have not looked at frequency of culture specific items that would require native
speakers to describe. Hence it is not clear how much the descriptions would be a�ected if we
were only to use translations. Luckily, Frank et al. (2018) have carried out some experiments
in this direction. They set up a rating task comparing original German descriptions with
descriptions that were translated from English to German. Participants were asked to rate
how well each of these descriptions described an image, using a seven-point Likert scale. The
authors found that the original German descriptions were rated significantly better than the
the translations from English. However, the e�ect size for this di�erence is very small, and
the median di�erence between the two is negligible. Frank et al. (2018) conclude that, for
practical purposes, the di�erence is so small that in this domain (the Flickr30K images) and
with this combination of languages (German and English) translation is a good strategy. But,
for languages pairs that are very di�erent, or for domains where familiarity plays a bigger role,
we still need to go beyond translation.

3.7.2 Limitations of this study

Our focus on Germanic languages from the Western world does not allow us to make general
statements about how people describe images. A comparison with taxonomically and culturally
di�erent languages might help us uncover important factors that we have missed in this study.
A surprising example comes from Baltaretu et al. (2016), who discuss how writing direction
(left-to-right versus right-to-left) a�ects the way people process and recall visual scenes. This
may have implications for the way that images are described by (or should be described for)
speakers of languages that di�er in this regard.

Finally, there are limits to what a corpus study can show. The phenomena described here
are presented with post-hoc explanations. Plausible as these explanations may be, they are still
hypotheses. We think these hypotheses are useful guides in thinking about image description,
but they still remain to be validated experimentally.

3.7.3 Next chapter

Chapter 4 explores the image description process in more detail, using a real-time dataset of
spoken image descriptions and eye-tracking data. I will provide examples that show evidence
of human prediction and reasoning during the description process.


